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Scalable Data Pipelines for Industrial LLMs  

Project Description  

The performance of GenAI depends on the quality and freshness of data. You will architect a 

robust, scalable data pipeline to ingest unstructured shop-floor data (logs, reports, sensor 

metadata) into a centralized environment like Snowflake or a Vector Database. This is a data 

engineering-heavy project focused on the "LLMOps" side of the automotive industry, 

ensuring that plant-wide AI systems always have access to the latest production 

information. 

Project Objectives  

- ETL for AI: Design a pipeline for cleaning and chunking diverse industrial data 

formats. 

- Vector Sync: Automate the synchronization between Volvo’s data lakes and high-

performance vector stores. 

- Scalability: Ensure the pipeline can handle the high-velocity data generated by a 

modern assembly plant. 

Required Knowledge/Interests  

• Passi on for innovation and strong willingness to continue learning 

• Strong Python and SQL skills (experience with Snowflake is a plus) 

• Interest in Data Engineering and LLMOps. 

• Familiarity with Docker and cloud-based data architectures. 


